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ABSTRACT. Probability theory as logic is founded on three simple desiderata: that degrees of
belief should be represented by real numbers, that one should reason consistently, and that the theory
should reduce to Aristotelian logic when the truth values of the hypotheses are known. Because
this theory represents a probability as a state of knowledge, not a state of nature, hypotheses such
as “The frequency of oscillation of a sinusoidal signal had value w when the data were taken,” or
“Model z is a better description of the data than model y” make perfect sense. Problems of the
first type are generally thought of as parameter estimation problems, while problems of the second
type are thought of as model selection problems. However, in probability theory there is no essential
distinction between these two types of problems. They are both solved by application of the sum
and product rules of probability theory. Model selection problems are conceptually more difficult,
because the models may have different functional forms. Consequently, conceptual difficulties enter
the problem that are not present in parameter estimation. This paper is a tutorial on model
selection. The conceptual problems that arise in model selection will be illustrated in such a way
as to automatically avoid any difficulties. A simple example is worked in detail. This example,
(radar target identification) illustrates all of the points of principle that must be faced in more
complex model selection problems, including how to handle nuisance parameters, uninformative
prior probabilities, and incomplete sets of models.

Introduction

A basic problem in science and engineering is to determine when a model is adequate to
explain a set of observations. Is the model complete? Is a new parameter needed? If the
model is changed, how? Given several alternatives, which is best? All are examples of the
types of questions that scientists and engineers face daily. A principle or theory is needed
that allows one to choose rationally. Ockham’s razor [1] is the principle typically used.
Essentially, Ockham’s razor says that objects should not be multiplied needlessly. This
is typically paraphrased: “When two models fit the observations equally well, prefer the
simpler model.” This principle has proven itself time and time again as a valuable tool of
science. From the standpoint of probability theory, the reason that Ockham’s razor works
is that simpler models are usually more probable. That simpler models are usually more
probable was first argued by Jeffreys [2] and later explicitly demonstrated by Jaynes [3],
Gull [4], and Bretthorst [5-8]. However, probability theory tempers Ockham’s razor and
will allow more complex models to be accepted when they fit the data significantly better
or when they contain parameters that have higher initial probability.
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This paper is a tutorial on model selection. In it the procedures and principles needed to
apply probability theory as extended logic to problems of model selection will be discussed
in detail. Primarily these procedures and principles will be illustrated using an example
taken from radar target identification. In this example we will illustrate the assignment of
probabilities, the use of uninformative prior probabilities, and how to handle hypotheses
that are mutually exclusive, but not exhaustive. While we attempt to explain all of the
steps in this calculation in detail, some familiarity with higher mathematics and Bayesian
probability theory is assumed. For an introduction to probability theory see the works of
Tribus [9], Zellner [10], and Jaynes [11]; for a derivation of the rules of probability theory
see Jaynes [11,12], and for an introduction to parameter estimation using probability theory
see Bretthorst [13]. In this tutorial the sum and product rules of probability theory will be
given and no attempt will be made to derive them. However, as indicated in the abstract,
if one wishes to represent degrees of belief as real numbers, reason consistently, and have
probability theory reduce to Aristotelian logic when the truth of the hypotheses are known,
then the sum and product rules are the unique rules for conducting inference. For an
extensive discussion of these points and much more, see Jaynes [11].

1 The Rules of Probability Theory

There are two basic rules for manipulating probabilities, the product rule and the sum
rule; all other rules may be derived from these. If A, B, and C stand for three arbitrary
hypotheses, then the product rule states

P(AB|C) = P(A|C)P(B|AC), (1)

where P(AB|C) is the joint probability that “A and B are true given that C is true,”
P(A|C) is the probability that “A is true given C is true,” and P(B|AC) is the probability
that “B is true given that both A and C are true.” The notation “|C')” means conditional
on the truth of hypothesis C. In probability theory all probabilities are conditional. The
notation P(A) is not used to stand for the probability for a hypothesis, because it does not
make sense until the evidence on which it is based is given. Anyone using such notation
either does not understand that all knowledge is conditional, i.e., contextual, or is being
extremely careless with notation. In either case, one should be careful when interpreting
such material. For more on this point see Jeffreys [2] and Jaynes [11].

In Aristotelian logic, the hypothesis “A and B” is the same as “B and A,” so the
numerical value assigned to the probabilities for these hypotheses must be the same. The
order may be rearranged in the product rule, Eq. (1), to obtain:

P(BA|C) = P(B|C)P(A|BC), (2)
which may be combined with Eq. (1) to obtain a seemingly trivial result

P(A|C)P(B|AC) -
P(BIC)

P(A|BC) =

This is Bayes’ theorem. It is named after Rev. Thomas Bayes, an 18th century mathemati-
cian who derived a special case of this theorem. Bayes’ calculations [14] were published



INTRODUCTION TO MODEL SELECTION 3

in 1763, two years after his death. Exactly what Bayes intended to do with the calcula-
tion, if anything, still remains a mystery today. However, this theorem, as generalized by
Laplace [15], is the basic starting point for inference problems using probability theory as
logic.

The second rule of probability theory, the sum rule, relates to the probability for “A
or B.” The operation “or” is indicated by a + inside a probability symbol. The sum rule
states that given three hypotheses A, B, and C, the probability for “A or B given C” is

P(A+ B|C) = P(A|C) + P(B|C) — P(AB|C). (4)

If the hypotheses A and B are mutually exclusive, that is the probability P(AB|C) is zero,
the sum rule becomes:

P(A+ B|C) = P(A|C) + P(B|C). (5)

The sum rule is especially useful because it allows one to investigate an interesting hypoth-
esis while removing an uninteresting or nuisance hypothesis from consideration.

To illustrate how to use the sum rule to eliminate nuisance hypotheses, suppose D
stands for the data, w the hypothesis “the frequency of a sinusoidal oscillation was w,”
and B the hypothesis “the amplitude of the sinusoid was B.” Now suppose one wishes to
compute the probability for the frequency given the data, P(w|D), but the amplitude B is
present and must be dealt with. The way to proceed is to compute the joint probability for
the frequency and the amplitude given the data, and then use the sum rule to eliminate the
amplitude from consideration. Suppose, for argument’s sake, the amplitude B could take
on only one of two mutually exclusive values B € {Bj, B2}. If one computes the probability
for the frequency and (Bj or Bsy) given the data one has

P(w|D) = P(w[By + Bs]|D) = P(wB:|D) + P(wBs|D). (6)

This probability distribution summarizes all of the information in the data relevant to the
estimation of the frequency w. The probability P(w|D) is called the marginal probability
for the frequency w given the data D.

The marginal probability P(w|D) does not depend on the amplitudes at all. To see this,
the product rule is applied to the right-hand side of Eq. (6) to obtain

P(w|D) = P(B1|D)P(w|B1D) + P(Bs|D)P(w|B:D) (7)

but
P(B1|D)+ P(B2|D) =1 (8)

because the hypotheses are exhaustive. So the probability for the frequency w is a weighted
average of the probability for the frequency given that one knows the various amplitudes.
The weights are just the probability that each of the amplitudes is the correct one. Of
course, the amplitude could take on more than two values; for example if B € {By,- -, By, },
then the marginal probability distribution becomes

P(w|D) = P(wBy|D), (9)
7j=1
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provided the amplitudes are mutually exclusive and exhaustive. In many problems, the
hypotheses B could take on a continuum of values, but as long as only one value of B is
realized when the data were taken the sum rule becomes

P(w|D) = / dBP(wB|D). (10)

Note that the B inside the probability symbols refers to the hypothesis; while the B appear-
ing outside of the probability symbols is a number or index. A notation could be developed
to stress this distinction, but in most cases the meaning is apparent from the context.

The sum and integral appearing in Egs. (9,10) are over a set of mutually exclusive
and exhaustive hypotheses. If the hypotheses are not mutually exclusive, one simply uses
Eq. (4). However, if the hypotheses are not exhaustive, the sum rule cannot be used to elimi-
nate nuisance hypotheses. To illustrate this, suppose the hypotheses, B € {B,-- -, B,,}, are
mutually exclusive, but not exhaustive. The hypotheses B could represent various expla-
nations of some experiment, but it is always possible that there is something else operating
in the experiment that the hypotheses B do not account for. Let us designate this as

SE = “Something Else not yet thought of.”

The set of hypotheses { B, SE} is now complete, so the sum rule may be applied. Computing
the probability for the hypothesis B; conditional on some data D and the information I,
where I stands for the knowledge that amplitudes B are not exhaustive, one obtains

P(B;|I)P(D|B;I)

P(B;|DI) = P(D|T) (11)
and for SE
P(SE|I)P(D|SEI)
P(SE|DI) = 12
The denominator is the same in both these equation and is given by
P(D|I) = > P(DBj|I)+ P(DSE|I)
. (13)
= > P(B;|I)P(D|B;I) + P(SE|I)P(D|SEI).
i=1

But this is indeterminate because SE has not been specified, and therefore the likelihood,
P(D|SEI), is indeterminate even if the prior probability P(SE|I), is known. However,
the relative probabilities P(B;|DI)/P(B;|DI) are well defined because the indeterminacy
cancels out. So there are two choices: either ignore SE and thereby assume the hypotheses
B are complete or specify SE, thereby completing the set of hypotheses. One of the main
purposes of this tutorial is to illustrate this last alternative and to show how to apply it in
real problems.
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2 Assigning Probabilities

The product rule and the sum rule are used to indicate relationships between probabilities.
These rules are not sufficient to conduct inference because, ultimately, the “numerical val-
ues” of the probabilities must be known. Thus the rules for manipulating probabilities must
be supplemented by rules for assigning numerical values to probabilities. The historical lack
of these supplementary rules is one of the major reasons why probability theory, as formu-
lated by Laplace, was rejected in the late part of the 19th century. To assign any probability
there is ultimately only one way, logical analysis, i.e., non-self-contradictory analysis of the
available information. The difficulty is to incorporate only the information one actually
possesses without making gratuitous assumptions about things one does not know. A num-
ber of procedures have been developed that accomplish this task: Logical analysis may be
applied directly to the sum and product rules to yield probabilities (Jaynes [11]). Logical
analysis may be used to exploit the group invariances of a problem (Jaynes [16]). Logical
analysis may be used to ensure consistency when uninteresting or nuisance parameter are
marginalized from probability distributions (Jaynes [21]). And last, logical analysis may be
applied in the form of the principle of maximum entropy to yield probabilities (Zellner [10],
Jaynes [16,19], and Shore and Johnson [17,18]). Of these techniques the principle of max-
imum entropy is probably the most powerful, and in this tutorial it will be used to assign
all probabilities.

In this tutorial there are three different types of information that must be incorporated
into probability assignments: parameter ranges, knowledge of the mean and standard de-
viation of a probability distribution for several quantities, and some properties of the noise
or errors in the data. Their assignment differs only in the types of information available.
In the first case, the principle of maximum entropy leads to a bounded uniform prior prob-
ability. In the second and third cases, it leads to a Gaussian probability distribution. To
understand the principle of maximum entropy and how these probability assignments come
about, suppose one must assign a probability distribution for the ith value of a parameter
given the “testable information” I. This probability is denoted P(i|I) (1 < i < m). In-
formation I is testable when, for any proposed probability assignment P(i|]), there exists
a procedure by which it can be unambiguously determined whether I agrees with P(i|I).
The Shannon entropy, defined as

m
= — ) P(i|I)log P(i|]), (14)
i=1
is a measure of the amount of ignorance (uncertainty) in this probability distribution [22].
Shannon’s entropy is based on a qualitative requirement, the entropy should be mono-
tonically increasing for increasing ignorance, plus the requirement that the measure be
consistent. The principle of maximum entropy then states that if one has some testable
information I, one can assign the probability distribution, P(i|I), that contains only the
information I by maximizing H subject to the information (constraints) represented by
I. Because H measures the amount of ignorance in the probability distribution, assign-
ing a probability distribution that has maximum entropy yields a distribution that is least
informative (maximally ignorant) while remaining consistent with the information I: the
probability distribution, P(i|I), contains only the information I, and does not contain any
additional information not already implicit in I [17,18].



6 G. L. BRETTHORST

To demonstrate its use, suppose that one must assign P(i|]) and nothing is known
except that the set of hypotheses is mutually exclusive and exhaustive. Applying the sum
rule one obtains

m
> P(ill) = 1. (15)
i=1
This equation may be written
Y P@I)-1=0 (16)
i=1

and because this equation sums to zero, any multiple of it may be added to the entropy of
P(i|I) without changing its value:

m

H=— Z P(i|I)log P(i|I) + B

1 iP(ﬂI)] . (17)

=1

The constant (3 is called a Lagrange multiplier. But the probabilities P(i|I) and the La-
grange multiplier § are not known; they must be assigned. To assign them, H is constrained
to be a maximum with respect to variations in all the unknown quantities. This maximum
is located by differentiating H with respect to both P(k|I) and [, and then setting the
derivatives equal to zero. Here there are m unknown probabilities and one unknown La-
grange multiplier. But when the derivatives are taken, there will be m 4 1 equations; thus
all of the unknowns may be determined. Taking the derivative with respect to P(k|I), one
obtains

log P(k|T) + 1+ 8 =0, (18)

and taking the derivative with respect to 8 returns the constraint equation
m
1—> P(i|I) =0. (19)
i=1

Solving this system of equations, one finds

1
P(ill) = . and B =logm — 1. (20)

When nothing is known except the specification of the hypotheses, the principle of maximum
entropy reduces to Laplace’s principle of indifference [15]. But the principle of maximum
entropy is much more general because it allows one to incorporate any type of testable
information.

As noted earlier, in the inference problem addressed in this paper, there are three differ-
ent types of information to be incorporated into probability assignments. The specification
of parameter ranges occurs when the prior probabilities for various location parameters
appearing in the calculation must be assigned. (A location parameter is a parameter that
appears linearly in the model equation.) For these location parameters, the principle of
maximum entropy leads to the assignment of a bounded uniform prior probability. How-
ever, care must be taken because most of these parameters are continuous and the rules
and procedures given in this tutorial are strictly valid only for finite, discrete probability
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distributions. The concept of a probability for a hypothesis containing a continuous pa-
rameter, a probability density function, only makes sense when thought of as a limit. If
the preceding calculations are repeated and the number of hypotheses are allowed to grow
infinitely, one will automatically arrive at a valid result as long as all probabilities remain
finite and normalized. Additionally, the direct introduction of an infinity into any mathe-
matical calculation is ill-advised under any conditions. Such an introduction presupposes
the limit already accomplished and this procedure will cause problems whenever any ques-
tion is asked that depends on how the limit was taken. For more on the types of problems
this can cause see Jaynes [21], and for a much more extensive discussion of this point see
Jaynes [11]. As it turns out, continuous parameters are not usually a problem, provided one
always uses normalized probabilities. In this tutorial, continuous parameters will be used,
but their prior probabilities will be normalized and the prior ranges will never be allowed
to go to infinity without taking a limit.

The second type of information that must be incorporated into a probability assignment
is knowledge of the mean and standard deviation of a probability distribution. It is a
straightforward exercise to show that, in this case, the principle of maximum entropy leads
to a Gaussian distribution.

The third type of information that must be incorporated into a probability assignment
is information about the true errors or noise in the data. The probability that must be
assigned is denoted P(D|LI), the probability for the data given that the signal is L, where
the data, D, is a joint hypothesis of the form, D = {d; ...dn}, d; are the individual data
items, and N is the number of data values. If the true signal is known to be L(r;) at
position r;, then

dj — L(rj) = n; (21)

assuming that the noise is additive, and n; is the true noise value. Thus the probability for
the data can be assigned if one can assign a probability for the noise.

To assign a probability for the noise the question one must ask is, what properties of the
noise are to be used in the calculations? For example, should the results of the calculations
depend on correlations? If so, which of the many different types of correlations should the
results depend on? There are second order correlations of the form

1 N-—s
Ps= N . ]g njNjts, (22)

where s is a measure of the correlation distance, as well as third, fourth, and higher order
correlations. In addition to correlations, should the results depend on the moments of the
noise? If so, on which moments should they depend? There are many different types of
moments. There are power law moments of the form

1 N
ol = N Z n;, (23)
i=1

as well as moments of arbitrary functions, and a host of others.
The probability that must be assigned is the probability that one should obtain the
data D, but from Eq. (21) this is just the probability for noise P(e;---en|I’), where e;
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stands for a hypothesis of the form “the true value of the noise at position r; was e;, when
the data were taken.” The quantity e; is an index that ranges over all valid values of the
noise; while the probability for the noise, P(e;---en|I’), assigns a reasonable degree of
belief to a particular set of noise values. For the probability for the noise to be consistent
with correlations it must have the property that

1 N—s
ps = (ejejts) = Z /d€1 --den ejejysPler---en|I') (24)
7j=1

N —s —

and for it to be consistent with the power law moments it must have the additional property
that

1 N
os = (€°) = N Z/del ---dey €;P(ey---en|I') (25)
=1

where the notation () denote mean averages over the probability density function.

In Eq. (22) and Eq. (23), the symbols p} and o, were used to denote means or averages
over the sample noise. These averages are the sample correlation coefficients and moments
and they represent states of nature. In Eq. (24) and Eq. (25), the symbols ps and o, are
used to denote mean averages over the probability for the noise, and they represent states of
knowledge. To use information in a maximum entropy calculation, that information must
be testable, i.e., the moments and correlation coefficients must be known.

Assuming that none of these quantities are known, how can the principle of maximum
entropy be used? Its use requires testable information, and unless at least some of the
p. and ol are known, it would appear that we have no testable information. However,
this description of the problem is not what probability theory asks us to do. Probability
theory asks us to assign P(ej---en|I'), where I’ represents the information on which this
probability is based. Suppose for the sake of argument that that information is a mean, v,
and standard deviation, o, then what probability theory asks us to assign is P(e; - - - en|vo).
This expression should be read as the joint probability for all the errors given that the mean
of the errors is v and the standard deviation of the errors is 0. According to probability
theory, in the process of assigning the probability for the errors, we are to assume that
both v and ¢ are known or given values. This is a very different state of knowledge from
knowing that the mean and standard deviation of the sampling distribution are v and o.
If we happen to actually know these values, then there is less work to do when applying
the rules of probability theory. However, if their values are unknown, we still seek the
least informative probability density function that is consistent with a fixed or given mean
and standard deviation. The rules of probability theory are then used to eliminate these
unknown nuisance hypotheses from the final probability density functions.

But which of these constraints should be used? The answer was implied earlier by the
way the question was originally posed: what properties of the errors are to be used in the
calculations? The class of maximum entropy probability distributions is the class of all
probability density functions for which sufficient statistics exist. A sufficient statistic is
a function of the data that summarizes all of the information in the data relevant to the
problem being solved. These sufficient statistics are the sample moments that correspond to
the constraints that were used in the maximum entropy calculation. For example, suppose
we used the first three correlation coefficients, p;, p2, and ps, as defined by Eq. (24) in a
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maximum entropy calculation, then the parameter estimates will depend only on the first
three correlation coefficients of the data and our uncertainty in those estimates will depend
on pi, p2, and p3 if they are known, and on the first three correlation coefficients of the true
noise values if p1, p2, and p3 are not known. All other properties of the errors have been
made irrelevant by the use of maximum entropy. So the real question becomes, what does
one know about the errors before seeing the data? If there is information that suggests the
errors may be correlated, then by all means a correlation constraint should be included.
Additionally, if one has information that suggests the higher moments of the noise can
deviate significantly from what one would expect from a Gaussian distribution, then again
a constraint on the higher moments should be included. But if one has no information about
higher moments and correlations, then one is always better off to leave those constraints
out of the maximum entropy calculation, because the resulting probability density function
will have higher entropy. Higher entropy distributions are by definition less informative
and therefore make more conservative estimates of the parameters. Consequently, these
higher entropy probability density functions are applicable under a much wider variety of
circumstances, and typically they are simpler and easier to use than distributions having
lower entropy.

In assigning the probability density function for the noise, it will be assumed that our
parameter estimates are to depend only on the mean and variance of the true errors in the
data. The appropriate constraints necessary are on the first and second moments of the
probability density function. The constraint on the first moment is given by

T
1/:N;/del“'deNejP(el"'eNu,) (26)
and by
0'2+l/2: i%/delde]\[ 62.P(61---€N|Il) (27)
N =~ ’

for the second moment, where v and o? are the fixed or given values of the mean and
variance. Note the second moment of the probability distribution, Eq. (27), is written as
0% + 12, to make the resulting probability density function come out in standard notation.

We seek the probability density function that has highest entropy for a fixed or given
value of 02 and v. To find this distribution Eq. (26) and Eq. (27) are rewritten so they sum
to zero:

1 N
I/—N;/del---dejv ejP(e1---en|I') =0, (28)
and
1 N
0'2+V2—N2/d61"'d€]v e?P(el---eN|I'):0. (29)
j=1

Additionally, the probability for finding the true noise values somewhere in the valid range
of values is one:

1—/del---deNP(el---eNH'):0. (30)
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Because Eq. (28) through Eq. (30), sum to zero, they may each be multiplied by a constant
and added to the entropy of this probability density function without changing its value,
one obtains

H = —/d61---deNP(61---eN|I')logP(61---eN|I')

+ B [1_/del---deNP(el"'eNul)]

N (31)
+ 4 V—%Z/del---dezv6jP(€1"‘eN|II)
j=1

+ A

N
o2+ 12— %Z/del -.-den e?P(el .. -eN|I')]
j=1

where 3, 6, and A are Lagrange multipliers. To obtain the maximum entropy distribution,
this expression is maximized with respect to variations in £, 6, A, and P(e] - - - €/y|I"). After
a little algebra, one obtains

N 2
_N € —V
P(e;---en|vo) = (27‘(‘0’2) 2 exp {—; (1202)} ) (32)
where
N Nv N o V2
)\:ﬁ’ 5:—?, and 5:7 [log(%’a )—i—; -1 (33)

and I’ has been replaced by the fixed or given values of the moments.

There are several interesting points to note about this probability density function.
First, this is a Gaussian distribution. However, the fact that the prior probability for the
errors has been assigned to be a Gaussian makes no statement about the true sampling
distribution of the errors; rather it says only that for a fixed value of the mean and variance
the probability density function for the errors should be maximally uninformative and that
maximally uninformative distribution happens to be a Gaussian. Second, this probability
assignment apparently does not contain correlations. The reason for this is that a constraint
on correlations must lower the entropy. By definition a probability assignment with lower
entropy is more informative, and so must make more precise estimates of the parameters.
Instead of saying this probability density function does not contain correlations, it would be
more correct to say that this probability density function makes allowances for every possible
correlation that could be present and so is less informative than correlated distributions.
Third, if one computes the expected mean value of the moments, one finds

s V2 . o° V2
<e>:exp{—ﬁ}g2 0 exp{fﬂ} (s >0) (34)

which reduces to



INTRODUCTION TO MODEL SELECTION 11

for s = 0, s = 1, and s = 2, just the constraints used to assign the probability density
function. Fourth, for a fixed value of the mean and variance this prior probability has highest
entropy. Consequently, when parameters are marginalized from probability distributions or
when any operation is performed on them that preserves mean and variance while discarding
other information, those probability densities necessarily will move closer and closer to this
Gaussian distribution regardless of the initial probability assignment. The Central Limit
Theorem is one special case of this phenomenon — see Jaynes [11].

Earlier it was asserted that maximum entropy distributions are the only distributions
that have sufficient statistics and that these sufficient statistics are the only properties of
the data, and therefore the errors, that are used in estimating parameters. We would like
to demonstrate this property explicitly for the Gaussian distribution [11]. Suppose the true
value of a location parameter is vy and one has a measurement such that

dj =19+ n;. (36)

The hypothesis about which inferences are to be made is of the form “the true value of the
mean is v given the data, D.” Assigning a Gaussian as the prior probability for the errors,
the likelihood function is then given by

N
_ 2\-% 1 2
P(D|vol) = (2mc”)” 2 exp {_Tc? jz_:l(dj —v) } . (37)
The posterior probability for v may be written as
2n-—& . N <12 2
P(v|Dol) x (2m0“)™ 2 exp 5 5 ([d—v]" +57) (38)
o

where a uniform prior probability was assigned for v. The mean data value, d, is given by
1 XN

dzNZdjzqurn (39)
j=1

where 7 is the mean value of the true errors. And s? is given by

2 _ e L = 2 1 2 ") 2
s =d% — (d) :NZdj— NZdj =n2 — (M) (40)
where (n)? is the mean square of the true noise vales. From which one obtains

( 3:&0/\/N o known
<t d+ s/v/N —3 o unknown

as the estimate for v. The actual error, A, is given by

A:E—Vozﬁ (42)



12 G. L. BRETTHORST

which depends only on the mean of the true noise values; while our accuracy estimate
depends only on o if the standard deviation of the noise is known, and only on the mean
and mean-square of the true noise values when the standard deviation of the noise is not
known. Thus the underlying sampling distribution of the noise has completely canceled out
and the only property of the errors that survives is the actual mean and mean-square of the
true noise values. All other properties of the errors have been made irrelevant. Exactly the
same parameter estimates will result if the underlying sampling distribution of the noise is
changed, provided the mean and mean-square of the new sampling distribution is the same,
just the properties needed to represent what is actually known about the noise, the mean
and mean-square, and to render what is not known about it irrelevant.

3 Example — Radar Target Identification

In Section 1 the sum and product rules of probability theory were given. In Section 2 the
principle of maximum entropy was used to demonstrate how to assign probabilities that
are maximally uninformative while remaining consistent with the given prior information.
In this section a nontrivial model selection problem is given. Each step in the calculation
is explained in detail. The example is complex enough to illustrate all of the points of
principle that must be faced in more complicated model selection problems, yet sufficiently
simple that anyone with a background in calculus should be able to follow the mathematics.
Probability theory tells one what to believe about a hypothesis C' given all of the
available information Ej--- E,. This is done by computing the posterior probability for
hypothesis C' conditional on all of the evidence E; --- E,. This posterior probability is

represented symbolically by
P(C|E:--- Ey). (43)

It is computed from the rules of probability theory by repeated application of the sum and
product rules and by assigning the probabilities so indicated. This is a general rule and
there are no exceptions to it: ad hoc devices have no place in probability theory. Given the
statement of a problem, the rules of probability theory take over and will lead every person
to the same unique solution, provided each person has exactly the same information.

To someone unfamiliar with probability theory, how this is done is not obvious; nor is it
obvious what must be done to obtain a problem that is sufficiently well defined to permit
the application of probability theory as logic. Consequently, in what follows all of the steps
in computing P(C|E; --- E,) will be described in detail. To compute the probability for
any hypothesis C' given some evidence Ej - - - E,,, there are five basic steps, which are not
necessarily independent:

1. Define The Problem: State in nonambiguous terms exactly what hypothesis you wish to
make inferences about.

2. State The Model: Relate the hypothesis of interest to the available evidence FEj - -- E,.

3. Apply Probability Theory: The probability for hypothesis C' conditional on all the avail-
able evidence F --- E, is computed from Bayes theorem. The sum rule is then applied
to eliminate nuisance hypotheses. The product rule is then repeatedly applied to factor
joint probabilities to obtain terms which cannot be further simplified.
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4. Assign The Probabilities: Using the appropriate procedures, translate the available evi-
dence into numerical values for the indicated probabilities.

5. Ewvaluate The Integrals and Sums: Evaluate the integrals and sums indicated by proba-
bility theory. If the indicated calculations cannot be done analytically then implement
the necessary computer codes to evaluate them numerically.

Each of these steps will be systematically illustrated in solving a simplified radar target
identification problem. In the last section a numerical simulation is discussed.

3.1 DEFINE THE PROBLEM

Probability theory solves specific problems in inference. It does this by summarizing ones
state of knowledge about a hypothesis as a probability distribution. Thus, to solve an infer-
ence problem, one must first state the hypothesis of interest. Here the identification of radar
targets will be used to illustrate how to solve model selection problems using probability.
However, the subject of this paper is model selection, not radar target identification. For
those interested in a more detailed discussion of the fundamentals of radar target identifi-
cation using probability theory see Jaynes [23]. The hypothesis about which inferences are
to be made is of the form “Target number k is being observed by the radar.” The index k
will represent a particular type of aircraft, or as the radar target identification community
refers to them, a particular type of target. The first £ — 2 of these hypotheses represent real
aircraft (the known aircraft) and the last two are “The aircraft is NOT a known target,”
and “No target is in the data, this is a false alarm.” The index k really specifies a series
of different hypotheses of the form “Hypothesis k is the best description of this state of
knowledge.” The probability for the kth hypotheses is written P(k|DI), where D is the
data and I stands for all of the assumptions and prior information that go into making this
a well defined problem. In this problem, as in all realistic problems, this list will be fairly
long.

The kth hypothesis is the quantity about which inferences are to be made. The collection
of all of these hypotheses is called a library, L = {L, ..., L;}, where £ is the total number
of the hypothesis to be tested. The library is separated into three types of hypotheses:
the “known,” the “unknown,” and the “no-target” hypotheses. Hypotheses one through
(£ —2) are the known aircraft. These might include the F15, and 747 and a host of others.
When making inferences about the known hypotheses, the hypotheses are all of the form
“The aircraft being observed is an F15” or “747,” etc. In radar target identification, there
are so many different types of aircraft, and the number of them changes so rapidly, that
one can never be sure of having a hypothesis for all existing aircraft. That is to say, the
set of known targets is not exhaustive. As was demonstrated earlier, the sum rule may be
used to eliminate uninteresting or nuisance hypotheses, but only if the set of hypotheses is
exhaustive. Here the hypotheses are mutually exclusive, but not exhaustive. Thus the sum
rule cannot not be used unless the set of hypotheses is completed. The set of hypotheses
may be made complete either by assuming the set of hypotheses is complete and there
by forcing probability to choose from the given set of targets or by defining a model that
completes the set. In the radar target identification problem, there is a requirement to be
able to identify a hypothesis of the form “the target is NOT one of the known targets.”
This hypothesis will be number (¢ — 1) in the library. The third class of hypotheses is
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the “no-target” hypothesis, i.e., no target is present in the data. This hypothesis will be
designated as number /.

The hypotheses about which inferences are to be made have now been defined. The
needed probability distribution is given symbolically as P(k|DI). However, the definitions
of these hypotheses (k, D, and I) are still vague and could describe a host of different
problems. To continue with the analysis of this problem, these hypotheses must be made
more specific. The process of identifying the relationships between these hypotheses is a
process of model building and it is to this task we now turn.

3.2 STATE THE MODEL

Probabilities are conditional on evidence. Stating the model is the process of relating the
hypotheses to that evidence. All types of evidence could be available. In this problem
the evidence will consist of data, information about the orientation angle and range to the
target, and information about parameter ranges. All of this evidence enters the calculations
in exactly the same way, and it doesn’t make any difference whether the evidence is data,
parameter ranges, or strong prior information. It is all used to assign probabilities con-
ditional on that evidence. To understand the evidence, one must first understand a little
about the radar.

The radar is a fictional two-dimensional radar. Schematically, the radar is located at
the origin of a polar coordinate system. These coordinates will be referred to as the radar
coordinates; they are shown in Fig. 1. The radar captures three different types of data:
range, Doppler velocity, and signature data. Only the signature data will be available to
the target identification routines. Information from the range and Doppler velocity data
will be available in the form of parameter estimates. Additionally, in the real radar target
identification problem, information about the velocity, altitude, and acceleration could be
used to help identify targets, because this information would effectively eliminate many
different types of aircraft. However, in this tutorial, our attention will be restricted to the
signature data and the range and Doppler velocity data will be used only to the degree
necessary to locate the target in the signature data.

The range data is the vector position of the target as measured in the radar coordinates.
Each measurement consists of three numbers: the vector range to target, Ry, ©, and the
time of the measurement. The radar gathers these range measurements periodically, about
one measurement every second or so.

The Doppler velocity data is a scalar and represents the speed of the target as projected
along the range vector. That is to say, it represents how fast the target is approaching the
radar; it is not the target’s velocity vector. These measurements are acquired at the same
time as the range measurement.

The information needed by the identification calculation is the true range, R. and
orientation angle, w, of the target. These are shown schematically in Fig. 2. The radar esti-
mates these quantities from the measured range and Doppler velocity data. These inferred
or measured values will be denoted as Ry and {2 respectively. Inferring these quantities is
an extensive calculation using probability theory. The details of these calculations are pre-
sented in Bretthorst [24]. The results of these inferences are available to the identification
routines in the form of a (mean + standard deviation) estimate of these quantities. These
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Fig. 1. The radar takes three different types of data: range, Doppler velocity, and signature data.
The range data is the vector distance to the center of the target. The Doppler velocity data is the
projection of the vector velocity onto the range vector, i.e., it is how fast the target is approaching
the radar. Last, the signature data is the envelope of the reflected radar signal, as the signal crosses
the target.



16 G. L. BRETTHORST

estimates are interpreted as probabilities in the form of

P(wlla) = (2r03) % exp {—[92;:]} (44)

where 06 is the uncertainty in this estimate, and Iq is the information on which this prob-
ability is based. Equation (44) is the probability for a set of hypotheses. The hypotheses
are of the form: “The true orientation angle of the target is w.” Similarly for the range to
the target one has

(45)

P(RC|IR) = (27‘(‘0’12%)7% exp {_M}

2
20%

where a%z is the uncertainty in the estimated range, and Ir stands for the evidence on which
the range estimate is based.

The radar gathers a third type of data, the signature data D = {d,---,dyN}, where N
is the number of data values in a signature data set. If the radar were operating in the
optical limit, the signature data would be the intensity of the reflected radar signal as the
transmitted wave crosses the target. Data typical of this type of radar are shown in Fig. 3.
The amplitudes of the peaks shown in Fig. 3 are a very sensitive function of the target
orientation, while the locations of the peaks in the data represent the line of site distance
to a scatterer (a surface orthogonal to the radar). Note that the radar is an envelope
detector, so the signature data, as implied by Fig. 3, are positive. However, the radar does
not operate in the optical limit, so the scattering center model is only an approximation.
For high range resolution radars, this approximation appears adequate to represent isolated
scatterers. It is not yet known if it is adequate to represent more complex interactions, like
those between the radar and the engine cavities or propellers.

The signature data may be modeled as

dj = Li(r;) +ny (46)

where d; represents the data sampled at range r;, Li(r;) is the target signature evaluated
at position r;, and n; is the noise in this measurement. The distances, r;, correspond to
distances across a target and these will be referenced to the center of the target.

The functional form of the signal is different for each of the three types of models. If the
target is one of the known aircraft (1 < k < £ — 2), then a scattering center model allows
one to relate the target to the data:

Ny
dj = Bo+ Y _ BiG(Skicos(¢r — w) —1j + Re) +nj (1<k<t-2) (47)
=1

where k is the true target index, By represents a dc offset in the data, B; is the unknown
amplitude of the [th scatterer, Ny is the number of scatterers, G is the peak shape function
and is a fundamental characteristic of the radar, (Sk, ;) is the polar location of the
scatterer in the target coordinates (polar coordinates on the target with the x axis orientated
along the main axis of the aircraft), and (R.,w) are the true range and orientation angle of
the target. The location of the scatterers (Sk;, ¢g;) and the number of scatterers, Ny, are



INTRODUCTION TO MODEL SELECTION 17

Fig. 2. The observation angle is the difference between the angular location of a scatterer, ¢, and
the orientation angle of the target, w. These angles are measured in the local target coordinates.
The target is orientated along its velocity vector so the observation angle is calculated from the
range and velocity vectors of the target.
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Fig. 3. The signature data represents the intensity of the received signal as the radar signal crossed
the target. Locations on the target orthogonal to the radar reflect a large signal, while other locations
scatter the radar signal off into space. The peak shape is a characteristic of the radar, while the
intensity of the return is a complicated function of range, orientation, and the electromagnetic
properties of the target surface.
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known quantities and define what is meant by a known target. The constant term may be
incorporated into the sum by rewriting the model as
Ny,
dj = Z BZG(SM COS(¢kl — w) —r;+ Rc) +n; (48)
1=0
with the understanding that the signal function G is a constant, for [ = 0.

The simplest of the three types of models is the no-target model (k = ¢). In this model
there are no scatterers, only noise. But the noise is positive, the radar is an envelope
detector, so the signature data will contain a constant, corresponding to the dc component
of the rectified noise. This model may be written as

dj = By + n;. (49)

In addition to the known and no-target hypotheses, the radar must also identify the
unknown target. Any type of model that has the ability to expand the data on a complete
set is a suitable model for the unknown. However, when expanding the data on a complete
set, it is always advisable to choose a basis which captures the essence of the signal. The
signal from an unknown aircraft contains an unknown number of scatterers of known peak
shape, so an appropriate model would be

Ny
dj = ZB[G(SV,”Z — T‘j) +n; (50)
1=0
where N, is the unknown number of scatterers and the other symbols retain their meaning.
From a single data set, there is no information about the angular location of the scatterers,
and so no need to include the rotation (the cosine) or to reference the scatterers to the
center of the target. Consequently, R., ¢, and w do not appear in Eq. (50).

The problem now has enough structure to begin the process of applying the rules of
probability theory. However, the models are still incomplete in the sense that all of the
information available has not yet been supplied. To give just one example, there are a
number of amplitude parameters in these models. These amplitudes represent the intensity
of the reflected signal. A great deal is known about the possible range of values for these
amplitudes. Eventually, probability theory will ask us to supply this information. But
supplying it will be delayed until the form in which this information is needed is known.

In one sense delaying this hides some of the beauty of probability theory as logic, because
it will appear as if the prior information is being handled differently from the data. In fact
this is not the case. For notational convenience, what will be done is that information
other than data will be represented as I in all probability symbols. When manipulating
probabilities, T must be thought of exactly as if it were any other hypothesis. When prior
probabilities are assigned these will typically depend only on I. At that time it must be
asked exactly what information is available about the hypothesis and then that information
must be used in assigning the probability. If all of the information had been made explicit
at the beginning of the calculations this last step would not be necessary because each
probability would automatically indicate the evidence on which it is to depend. So by
delaying the process of identifying the prior information the notation has been simplified,
but at the expense of making prior information seem somehow different from data; which
it is not.
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3.3 ApPPLY PROBABILITY THEORY

The problem is to determine which of the hypotheses k is most probable in view of the data
and all of one’s prior information. This posterior probability is denoted by P(k|DI). To
calculate this posterior probability, one applies Bayes’ theorem, Eq. (3), to obtain:

P(k|I)P(DI|kI)

P(HDI) = =55 (51)

To compute the posterior probability for the target & one must assign three terms. The
first term, P(k|I), is the probability for the target given only the information I. This term
is referred to as a prior probability, or simply as a “prior” and represents what was known
about the presence of this target before obtaining the data D. The second term, P(D|kI),
is the probability for the data given that the true hypothesis is k. This term is referred to
as the marginal likelihood of the data for reasons that will become apparent shortly. The
third term, P(D|I), is the global likelihood for the data, and is a normalization constant.

The prior probability, P(k|I), is sufficiently simplified that it could be assigned. De-
pending on the location of the radar, there could be either a great deal or very little prior
information available. For example, if the radar were located at a civilian airport the types
of aircraft one would expect to observe would be very different from what one would expect
to observe on an aircraft carrier. Additionally, it is always possible that the radar has just
been installed and there is no historical information on which to base a prior. This latter
assumption will be used in this tutorial and the principle of maximum entropy will lead us
to assign a uniform prior probability to this term.

The global likelihood for the data, P(D|I), is a normalization constant. The way to
calculate it is to calculate the joint probability for the data and the model, P(Dk|I), and
then apply the sum rule to eliminate k from consideration:

P(D|I) :i P(Dk|I). (52)

This can be factored using the product rule, Eq. (1), to obtain:

£

P(D|I) =Y P(k|I)P(D|kI). (53)

k=1

Note, that, as asserted earlier, this term is a sum over all values appearing in the numerator,
so it is just the constant needed to ensure the total probability is one. The global likelihood
may now be substituted back into the posterior probability for the kth hypothesis, Eq. (51),

to obtain
P(k|I)P(DI|kI)
4

ZP(NII)P(DInI)

P(k|DI) = (54)

where the summation index was changed to avoid confusion.
To simplify some of the notation in what follows, the normalization constant will be
dropped, and the equal sign will be replaced a proportionality sign. At the end of the
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calculations the normalization constant will be computed. With this change, the posterior
probability for the models becomes

P(k|DI) x P(k|I)P(D|kI). (55)

The only remaining term that must be addressed is the marginal likelihood for the data
P(D|kI). The model hypothesis explicitly appears in this term. There are three differ-
ent types of models each having different parameterizations; consequently there are three
distinct applications of the rules of probability theory needed to simplify this term. The
no-target model is by far the simplest of the three and it will be dealt with first.

Apply Probability Theory Given The No-Target Model

The marginal likelihood is computed from the joint likelihood of the data and the nuisance
hypotheses or parameters. The sum rule is then used to remove the dependence on the
nuisance parameters. For the no-target hypothesis there is only a single nuisance parameter,
By, so the marginal likelihood is given by

P(D|eI) = / dByP(DBo|¢I) (56)

where the integral is over all possible values of the constant By, and k has been replaced by /¢
to indicate that it is the marginal likelihood of the no-target model that is being computed.
It should now be apparent why P(D|kI) is called a marginal likelihood. It is a likelihood
because it is the probability for the data given the model. It is a marginal probability
because, to compute it, one must marginalize over all nuisance parameters appearing in the
model.

To continue with the calculation, the product rule, Eq. (1), is applied to the right-hand
side of the marginal likelihood, Eq. (56), to obtain:

P(D|eI) = / dBoP(Bo|I)P(D|BotI) (57)

where it has been assumed that the constant dc offset (which is a characteristic of the noise)
does not depend on which target is present, and P(D|By/I) is the direct probability for the
data given the hypothesis, or the likelihood function. Substituting the marginal likelihood
into the posterior probability, Eq. (55), one obtains

P(¢|DI) x P(4|T) / dByP(By|I)P(D|Byt). (58)

Given the assumptions made, these probabilities may not be further simplified; the only
recourse is to assign them numerical values and perform the indicated integral. These
probabilities will be assigned in Section 3.4 and the integrals evaluated in 3.5.

Apply Probability Theory Given The Known Target Model

There are three types of models, so three applications of the rules of probability theory
are needed to simplify the marginal likelihoods. The previous subsection dealt with the
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marginal likelihood for the no-target model; here the marginal likelihood for the known
target hypothesis will be simplified. As was indicated previously, the marginal likelihood
of the data is computed from the joint likelihood of the data and the nuisance parameters.
For the known targets these parameters are the amplitudes, B, the true position R., and
orientation angle of the target w. The position of the scatterer (Sk;, ¢r;) and the number
of scatterers, Ny, are known. The marginal likelihood for the data given the known target
hypothesis is given by

P(D|KI) = / dBdwdR.P(DBwRJKI) (1<k<l—2) (59)

where the range on the integrals will be discussed later. Applying the product rule, to the
right-hand side of the marginal likelihood one obtains

P(D|kI) = / dBdwdR. P(BwR.|kI)P(D|BwRkI) (1<k<(-2) (60)

where P(BwR.|kI) is the joint prior probability for the nuisance parameters given the
known target hypothesis and the prior information I, and P(D|BwR.kI) is the likelihood
of the data given the model parameters.

In the previous example there was only a single nuisance hypothesis or parameter, the dc
offset, so after factoring the joint-likelihood the calculation was essentially finished. In this
example there are many additional hypotheses which requires many additional applications
of the product rule. The process is begun by applying the product rule to the joint prior
probability for the parameters:

P(BwR.|kI) = P(Re|kI)P(Bw|R.kI) (61)

where P(R.|kI) is the prior probability for the range to the target, and P(Bw|R.kI) is the
joint prior probability for the amplitudes and the orientation angle given the true target &,
and the range R.. In both these probabilities, the identity of the target is given. However,
knowing the target identity may or may not help one in assigning either of these terms.
When assigning the prior probability for the range to target, P(R.|kI), knowing the target
index, k, would enable one to limit the range of valid values, because the length of the target
k would be known. But compared to the six inch range resolution of the radar, knowing
the total length of the target is essentially irrelevant. Consequently, it will be assumed that
knowing the target identity does not increase our state of knowledge about the range to
target and the reference to hypothesis k will be dropped from P(R.|kI) giving P(R.|I).
In the case of the joint prior probability for the amplitudes and the orientation angle,
P(Bw|R:kI), knowing which target is present does not increase our state of knowledge
about either the amplitudes or the orientation angle, because the intensity of a scatterer is
determined by constructive and destructive interference of the radar waves in the reflected
signal. Because the size of the target is large relative to the wavelength of the transmitted
signal, large changes in the amplitudes occur for small changes in the orientation angle. But
the orientation angles are known only to about one or two degrees. Consequently, knowing
the true hypothesis k£ does not improve our state of knowledge about the amplitudes.
And because our state of knowledge about the amplitudes does not improve, there is no
additional information about the orientation angle of the target. So whether or not the
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true target is known does not change our state of knowledge about the amplitudes or the
orientation angle. As a result the reference to true hypothesis £ may be dropped from the
right-hand side of the prior, giving

P(BwR.|kI) = P(R.|I)P(Bw|R.I). (62)

The previous discussion is one of deciding the logical independence of two or more
hypotheses. It occurs in every problem in probability theory. Sometimes probabilities are
logically independent and sometimes they are not; each case must be decided based on
what one knows. When hypotheses are logically independent, the independent hypotheses
may be dropped from the right-hand side of the appropriate probability. However, if the
hypotheses are logically dependent, then one must follow the rules of probability theory to
obtain valid results.

To illustrate that nonsense may be obtained if logical dependence is ignored, we give
one of E. T. Jaynes’ favorite examples: suppose someone polled every person in England
about the height of the queen-mother. Then the probability for her height, H, given the
responses dy,...,d, and the prior information I would be written:

P(H|dy...d,I) = P(H|I)P(dy...d,|HI). (63)
Assuming logical independence, one obtains
P(H|dy...dnI) = P(H|I)P(di|HI)P(d2|HI)...P(d,|HI) (64)

If N ~ 10° then the square root of N effect would imply that her height may be estimated
to roughly a part in a thousand, clearly an absurd result. The reason is because the
measurements are correlated. From the product rule one obtains

P(H|dy ...dyI) = P(H|I)P(d|HI)P(Hdy...dy|d\I). (65)

So only the first data item may be assigned an independent probability. All the others
must be assigned assuming the first data item known. But each person’s opinion is based
on news reports, papers, books, and by discussing her height with other people who all
have access to basically the same information. All of the opinions are correlated: the data
are not independent. In other words, ten million uninformed opinions are not as good as
one expert opinion, a fact many politicians and pollsters have forgotten.

To determine whether one hypotheses is logically independent of another the only rel-
evant question is to ask, would knowing the first hypothesis help to determine the other?
If the answer to this is yes, the hypotheses are not logically independent and the rules of
probability theory must be followed exactly to obtain a valid result. In this tutorial, logical
independence will be assumed in many cases. In each case it will be pointed out when and
why it is being used. However, in any given problem logical independence may or may
not hold. Each case must be determined on its own merits and failure to resolve the issue
correctly can lead to nonsense; not because probability theory is wrong, but because from
a false hypothesis all conclusions follow, a simple fact of logic.

If logical independence is assumed, Eq. (62) may be factored to obtain

P(BwR.|kI) = P(Re|I)P(w|I)P(Bo|I)P(Bi|I)- - P(Bw,|I). (66)
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Logical independence follows here for all the same reasons given earlier: the scatterers
change intensity so rapidly, and in so unpredictable a manner, that knowledge of any one
amplitude will not aid one in predicting the amplitudes of the others. Substituting the
factored prior back into the posterior probability for the known targets, Eq. (55), one
obtains

P(k|DI) o« P(k|T) / dBdwdR.P(R.|T)P(w|T)
% P(Bo|)P(B|I)--- P(By,|I)P(D|BwRKI) (1<k<f—2)

(67)

as the posterior probability for the known targets. None of the indicated probabilities
may be further simplified. The next step in the calculation is to assign these probabilities
numerical values and then perform the indicated integrals. These last two steps will be
delayed until after the marginal likelihood for the unknown target has been simplified.

Apply Probability Theory Given The Unknown Target Model

Simplifying the marginal likelihood for the unknown target hypothesis is similar to what was
done previously. The marginal likelihood given the unknown model is computed from the
joint probability for the data and the nuisance parameters. For the unknown hypothesis the
nuisance parameters are the amplitudes, B, the locations of the scatterers, S = {S1--- Sn, },
and the number of scatterers, N,. Applying the sum rule, the marginal likelihood is given
by

P(D-1) = 3 / dBdSP(DBSN,|[¢ — 1]I) (68)

N, =0

where the target index k was replaced by [¢ — 1] to indicated that this is the posterior
probability for the unknown hypothesis. The upper limit on this sum will be discussed when
the prior probability for the number of scatterers is discussed. Also note that scatterer Ny
is the dc offset. Applying the product rule one obtains

PO|t -1l = / dBASP(BSN,|[t — 1][)P(D|BSN,[¢ — 1]I) (69)
N,=0
where P(BSN,|[{—1]I) is the joint prior probability for the parameters, and P(D|BSN, [{—

1]I) is the likelihood of the data given those parameters. Using the logical independence
assumption and substituting into the posterior probability for the unknown, one obtains

P(t—1DI) « P(-1I)Y /dBdSP(BO|I)P(BIRCI) .. P(By,|R.I)
N,=0
x  P(N,|I)P(8|I)---P(Sn,|I)P(D|BSN, [ — 1]I).

(70)

The discussion on logical independence for the amplitudes given earlier applies equally
well to the location of the scatterers. Because, the amplitudes cannot be predicted from
first principles, knowing the amplitudes does not help in determining the location of the
scatterers and conversely. The point has now been reached where these probabilities may
not be further simplified. The next step in the calculation is to assign these probabilities
numerical values and it is to this problem that we now turn.
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3.4 ASSIGN THE PROBABILITIES

The posterior probability for the hypothesis of interest has one of three different functional
forms depending on the particular hypothesis, Egs. (58,67,70). These three equations con-
tain seven prior probabilities and three likelihood functions. The prior probabilities specify
what was known about the various hypotheses before obtaining the data; while the like-
lihood functions tell us what was learned about the hypotheses from the data. These
probabilities must be assigned to reflect the information actually available. Earlier, the
principle of maximum entropy was used to assign three different probabilities: one when
only the number of hypotheses, or range of values, was known. This lead to a uniform prob-
ability distribution. The other two cases assumed the first two moments of a probability
distribution to be known and led to a Gaussian probability distribution. All three of these
calculations will now be used to assign the indicated probabilities.

Assigning The Prior Probabilities

Of the seven prior probabilities that must be assigned, three of them have already been
touched on. First, the prior probability for the targets, P(k|I), represents what was known
about the target before obtaining the data. In the numerical simulations that follow, the
enumeration of possible targets is all that is assumed known. Using this information the
principle of maximum entropy will assign a uniform prior probability. Because this prior
appears in every target’s posterior probability exactly one time, the prior range will cancel
when the posterior probability is normalized. The other two prior probabilities discussed
were those for the location and the orientation angle of the target, Eqgs. (44,45). The
remaining four priors that must be assigned are: P(By|I), P(Bj|I), P(N,|I), and P(S;|I).
The first step in accomplishing this task is to state the information on which a given prior
is to be based. In these four cases, the prior information will consist of the valid range of
these parameters. This will result in assigning a uniform prior probability. However, care
must be taken in assigning these priors because the three types of models have differing
numbers and types of parameters and prior ranges are what sets the scale of comparison
between the three types of models.

The prior probability for the constant dc offset, P(By|I) is the simplest to address and
will be taken first. The dc offset, like the prior probability for the target, occurs in every
model exactly one time. Any constants that appear in each posterior probability the same
number of times will cancel when the posterior probability is normalized. If a uniform
prior probability is assigned, the prior range for By will cancel. But note that it is the
prior range that cancels, the integral over By must still be over the valid ranges for this
parameter. To specify this prior, the range of valid values must be given. In this calculation
an approximation will be used that will simplify the results somewhat while introducing
only a small error in the calculation. The approximation is that the integration ranges are
wide compared to the expected value of the parameter. Consequently, when the integral
over the dc offset is evaluated, the limits on the integral may be extended from minus to
plus infinity. This amounts to ignoring a term contributed by an error function. But the
error function goes to one so rapidly for large arguments that, for all practical purposes,
the approximation is exact. Because the prior ranges cancel, it will not be specified other
than saying it is uniform with wide bounds.
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The next prior probability to be assigned is P(By|I), the prior probability for an ampli-
tude. What is known about the amplitudes? The amplitudes are bounded. The bounds are
known based on the transmitted signal power, the distance to the target, the reflectivity of
the target surface, the surface area of the scatterer, and the efficiency of the receiver. The
amplitude must satisfy

0 < B; < B (71)

where B,,., is the maximum signal intensity that one could obtain for any target. Using
the principle of maximum entropy results in assigning a uniform prior probability given by

1
B— If 0 S Bl S Bma.’t
P(BIT) = { Bes . (72)

0 otherwise

To assign the prior probability for the unknown number of scatterers, P(NN,|I), one must
again state what is known. In this case, the unknown number of scatterers in a particular
data set could range from one (this prior only occurs in models that have at least one
scatterer) up to a maximum. But what is the maximum value? There are N data values,
and if there were N scatterers, the data could be fit exactly by placing a scatterer at each
data value and adjusting its amplitude. Because, no additional information is available
about the number of scatterers, N may be taken as an upper bound. Using the principle
of maximum entropy, one obtains

%IMSMSN
P(N|I) = (73)

0 otherwise

as the prior probability for the unknown number of scatterers.

Last, to assign the prior probability for the location of the scatterers, P(.S;|I), one must
again state what is actually known about their locations. The location of the target is known
to within about 6 inches. The range window (the distance represented by the signature
data) is centered on the middle of the target. So the scatterers must be somewhere within
the data. If only this is known, then the principle of maximum entropy will again assign a
uniform prior probability for the location of the scatterers:

%Iﬂg&gN
P(Si|I) = (74)

0 otherwise

where the range dimensions were taken to be unit steps.

All of the prior probabilities have now been assigned. These priors were uniform priors
in the cases where only the valid range of values were known, and they were Gaussians when
the prior information consisted of a (mean + standard deviation) estimate of a parameter
value. The only remaining probabilities that must be assigned are the three likelihoods,
and, as it will turn out, these probabilities are also prior probabilities.
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Assigning The Likelihoods

In the radar target identification problem there are three likelihoods: the likelihood of
the data given the no-target hypothesis, P(D|¢ByI); the likelihood of the data given the
known target hypothesis, P(D|BwR.kI); and the likelihood of the data given the unknown
target hypothesis P(D|BSNy[¢ — 1]I). To assign them, first note that the data D are not
a single hypothesis, rather they represent a joint hypothesis: D = {di,...,dny}. Applying
the product rule and representing all of the given quantities as I’, the likelihoods may be
factored to obtain

P(dy ...dn|I") = P(dy|I')P(dy . .. dy|di T"). (75)

Probability theory tells one to assign the probability for the first data item given the
parameters, and then assign the probability for the other data items assuming one knows
the first data value. Probability theory automatically guards against the example mentioned
earlier where assuming logical independence leads to nonsense. However, the designers of
the radar take great care to insure that the errors in the data are independent. Given this
is the case, the likelihoods may be factored to obtain

P(dy...dn|T') = P(dy|I') - -- P(dn|I'). (76)

The probability for the data is just the product of the probabilities for obtaining data items
separately. Each of our model equations is of the form

nj = dj — Lg(rj) (77)

where Lj(r;) is the kth library model evaluated at position r;. The probability for obtaining
the data is just the probability that one should obtain a particular set of errors given that
one knows the true signal Ly(r;).

Earlier it was shown that the results obtained using a Gaussian noise prior probability
depend only on the first and second moments of the true noise values in the data. So if a
Gaussian distribution is used for the prior probability for the noise, the results obtained will
not depend on the underlying sampling distribution of the errors. But note that assigning
a Gaussian noise prior probability in no way says the noise is Gaussian; rather, it says only
that our estimates and the uncertainty in those estimates should depend only on the first
and second moments of the noise. Notice that the Gaussian probability, Eq. (32), assumes
the noise standard deviation is known, so o must be added to the likelihoods in such a way
as to indicate that it is known; this gives

N N [d; — Li(r;)]?
P(D|oI') = (2n0%)" 2 exp {—ZM} . (78)
j=1

as the likelihood function. Using this equation as a prototype, the likelihood for the data
given the known target hypothesis is given by

P(D|BwRokI) = (2n02)™ %

1 Y N (79)
X exp _ﬁ z:l[dj — ZBZG(SM COS(¢kl — w) —Tj + RC)]2
]:

=0
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where (1 < k < ¢ —2) and, I’ as been replaced by all of the given parameters. Similarly,
the likelihood for the data given the unknown target hypothesis is given by

N N,
P(D|BSN, o[t — 1]I) = (2102)" 2 exp {—% ;= > BIG(S - rj)]2} : (80)
j=1 =0

Last, the likelihood for the data given the no-target hypothesis is given by

N
P(D|¢Byol) = (2102)™ % exp {—%‘2 > ldj — BO]Q} : (81)
j=1

With the assignment of these likelihoods, all of the probabilities have now been assigned.
The next task is to perform the indicated integrals and sums.

3.5 EVALUATE THE INTEGRALS AND SUMS

All that remains to formally complete the problem is to apply the sum rule by evaluating
the indicated integrals and sums. There are three types of hypotheses, so evaluating these
integrals and sums must proceed in three steps. In these calculations only the multivari-
ate Gaussian integrals may be evaluated in closed form. The remaining integrals must
be evaluated numerically. Evaluating the multivariate Gaussian integrals for each of the
three types of hypotheses is essentially identical. Consequently, the procedures needed will
be demonstrated for the known targets and then the results will simply be given for the
unknown and no-target hypotheses.

Evaluating The Integrals For The Known Targets

The posterior probability for the known target hypothesis is given by Eq. (67). The prior
probability for the target hypothesis, P(k|I), was assigned a uniform prior and because this
term appears in all of the posterior probabilities its prior range cancels when these distribu-
tions are normalized. The prior probabilities for the range to the target, P(R.|I), and the
orientation angle of the target, P(w|I) are given by Eqs. (44,45). The prior probability for
the dc offset was assigned a wide uniform prior and because this term also appears in every
posterior probability exactly one time its prior range also cancels. The prior probabilities
for the amplitudes, P(B;|I), are all given by Eq. (72). Last the likelihood function is given
by Eq. (79). Gathering up these terms, the posterior probability for the known targets
hypothesis is given by

P(k|DI) x / dBdwdR,

)  H2
X (2m0%) "2 exp {— [ROZU%TC] }
X(QWJ%)_% exp{—m;;j]z} (1<k<t-2) (82)
70

1\
“(5.2)
Bmaz

N Ny
x(271-0—2)_% exp {—20_2 Z[d] — BlG(Skl COS(¢kl - w) —Tj+ Rc)]Q}
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where each of the terms has been intentionally separated so they may be more readily
identified. Additionally, the notation should have been modified to indicate that 012{, O'g%, o,
Ry, w and B,,,, are known quantities. However, to compress the notation, these quantities
have been incorporated into the general background information 1.

There are Ni + 3 integrals that must be evaluated. Of these only the N, + 1 ampli-
tude integrals may be evaluated in closed form. These integrals are multivariate Gaussian
integrals and any integral of this form may be evaluated in closed form. Designating the
amplitude integrals as pp(R.,w), the integrals that must be evaluated are given by

Ni Ny
/dB expl —=— |d-d— QZBJTI +> > BiBygn, (83)
1=0m=0
where
N
d-d=)"dj, (84)
j=1
N
= Z d;jG(Skicos(dr —w) —rj + Re), (85)
j=1
and
N
gin = Z G(Skl COS(gbkl — OJ) —rj + RC)G(Skn COS(¢kn - w) -y + RC)' (86)

j=1
There are a number of different ways to evaluate these integrals; one of the easiest to
understand is to introduce a change of variables that makes the g;,, matrix diagonal, then
all integrals uncouple and each may be done separately. The new variables, {Ag--- An, },

are defined as

A enl (87)

Ny
:\/xlaneln and B; = Z
n=0

where )\ is the nth eigenvalue of the g, matrix and e,; is the /th component of its nth
eigenvector. The eigenvalues and eigenvectors have the property that

Ng
> gmem = Acea (88)

n=0
} o (89)

hl = Zdel(Tj) (90)

from which the pp(R.,w) integral may be rewritten as

1

B . 1 Ny Ng 9
pB(Rc,w):/dA)‘Oz"'/\le exp _F d-d—QZgAlhl—i-gAl

where
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and

Hl(Tj) = Z elnG(Skn COS(¢M — w) —-r;+ RC). (91)

The model functions H;(r;) are called orthonormal because they have the property

N
> Hi(rj)Hy(r;) = 6 (92)
j=1

where d;,, is the Kronecker delta function.

This change of variables reduces the pp(R.,w) integral to a series of independent Gaus-
sian integrals. The integration limits are from zero to an upper bound. These limits are
assumed so wide that the amount of probability contributed to the integral near the upper
and lower bound is so small that the limits may be extended to plus and minus infinity and
this extension will make only a negligible change in the results of the integral. Using this
approximation one obtains

1 1 d-d—h-h
o) = @ro®) Wt few {SSEE askse-n) 09
(o

where h - h is given by
Ny
h-h=> h. (94)
1=0

The quantity h - h plays the role of a sufficient statistic and summarizes all of the information
in the data relevant to estimating the position and orientation angle of the target. Note
that the sufficient statistic is a function of both R. and w even though this dependency
has not been explicitly shown. Substituting pp (R, w) into the posterior probability for the
known targets one obtains

N—Np—1
(2mo?)~ "2 ( 1 >Nk
P(k|DI
(KDI) o 2ToROQ B

maz

X /dwdRcexp{—[RO_Rc]2—[Q_w]2} (1<k<t—2) (95

20%% 20(21
_1 _1 d-d—h-h
X )\OZAN;eXp{_T}

The remaining two integrals must be evaluated numerically. In the numerical simulations,
these integrals are approximated in a particularly simple way. Each integral is taken to
be approximately the width of the integrand times its height. In this particular case this
approximation is good enough because the data are extremely spiky. This results in an
extraordinarily sharply peaked probability distribution. The widths are analogous to a
prior penalty, and almost any values used for them will work (provided they are reasonable).
Here reasonable means the widths must be within one or two orders of magnitude of the
true values. Parameter estimates using probability theory as logic typically scale like one
over root N, so the widths are easily set to the right order of magnitude.
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Evaluating The Integrals For The Unknown Target

The process of evaluating the integrals for the unknown target hypothesis is essentially
identical to what was done for the known target hypotheses. Consequently, only the results
of these integrals are given. The posterior probability for the unknown target is given by

N Ny
P(¢—1DI) < Y. /dBdS(N)_l (N)~ N <Bl >

po1 1 1 d-d—h-h
x (2mo?) "% 1A02---AN3exp{—T}’

where the definitions of these quantities are analogous to those given in the preceding
calculation. For example the sufficient statistic A - h is defined

Ny
h-h=> hi (97)
=0
with
1 X
HlT' = — elGSk — T 98
(J) \/)‘_l,; n ( Y J) ( )

and the eigenvalues and eigenvectors that appear in this calculation are formed from the
interaction matrix associated with the unknown model function:

gin =Y G(S — 15)G(Skn — 1;). (99)

=1

For the known targets there was one sufficient statistic for each model, while here there
is one for each value of the summation index N,. In principle, this is a long and tedious
calculation. However, because of the spiked nature of the model function it is possible
to implement this calculation using relatively simple approximations. In the numerical
example two approximations were used: the sum was approximated by it largest term; while
the integral was approximated by its height times its width. How these approximations
worked in practice is the subject of the next Section.

Evaluating The Integrals For The No-target Model

The no-target model is particularly simple because the model contains only a single nuisance
parameter. The posterior probability for the no-target model is given by

( ! >(27T0'2)N216Xp{—L]v(d)2}, (100)

D=

P(UDI) o (N) # (57— o

where d is given by
- 1 X
d=~ ; d;. (101)
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With the completion of this integral the problem is formally completed. There are a number
of integrals that must be evaluated numerically. In the case of the unknown, the entire
calculation is so complicated that there is virtually no hope of implementing the exact
calculation, and approximations must be used. However, unless one knows what one should
aim for, it is hard to know how to make approximations, and this is one of the places where
probability theory helps most. By telling one what to aim for, the problem is reduced to
approximating the posterior probability to the best of one’s ability. While making numerical
approximations is difficult, it is less difficult than trying to guess the answer by intuition.

4 Numerical Methods

To demonstrate model selection, how to handle incomplete sets of hypotheses (the unknown
hypothesis), and the feasibility of radar target identification, the identification calculations
presented in this tutorial have been implemented in a numerical simulation. In this simu-
lation there are three major routines: a data generation routine, an identification routine,
and an output routine. In general terms the simulation is a loop. Each time through the
loop a data set is generated, passed to the identification routines and the results of the
simulation are written to an output file.

In this simulation there were 20 different hypotheses or targets; 18 known targets, one
unknown, and one no-target hypothesis. The known target models were generated by a
separate program and then used throughout the simulation. To do this the program used
a random numbers generator to determine the angle and position of each scatter. The
angular location of a scatter, ¢y;, was chosen to be between 0 and 27, while radial location
of a scatter, Sg;, was chosen to be between —400 < R. < 400. There are 1024 data values,
so the scatterers were chosen so that they always fit within the range window of the radar.

The data generation routine chooses one of the 20 targets at random. When it chooses
the unknown target, the unknown is generated in a manner analogous to the known hy-
potheses. A uniform random number generator was used to randomly position between 3
and 10 scatterers within a range window of —400 < R, < 400. Similarly, when the no-target
model was chosen no scatterers were generated — only noise was placed in the simulated
data. The amplitudes of the scatterers were set randomly. However, their amplitudes were
scaled so that the mean amplitude to root-mean-square noise standard deviation was 20.
The twenty target library is shown in Fig. 4 for one setting of the amplitudes, orientation
angles, and positions of the targets.

In this simulation the real target identification problem was mimicked as closely as
possible. To do this the data were generated and processed in a way that mimicked the
effects encountered on a real radar. On a real radar, the radar will establish a track on a
target, and only after the track has been established will the identification be attempted.
In the process of tracking the target the radar will infer the vector position and orientation
angle of the target. This information is available to the identification routines in the
form of prior probabilities. Additionally, the amplitudes of the scatterers are extremely
sensitive functions of the orientation angle of the target, changing by more than an order
of magnitude for a change of only 0.1 degrees. For all practical purposes, this means the
amplitude of a scatterer is completely unpredictable from one look to the next. To illustrate
these effects, the same library targets (with a new unknown, and no-target model) were
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Fig. 4. The library used in the simulation consisted of 20 different targets. The first 18 of these
are the known targets, corresponding to various types of aircraft. The amplitudes, location, and
orientation angle of each known target is chosen randomly. Target 19 is the unknown. The locations,
amplitudes, and number of scatterers for the this target are chosen randomly. Target 20 is the no-
target model and contains no scatterers.
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Fig. 5. The amplitudes of each scatterer vary rapidly as a function of the orientation angle of the
target. Here is the same 20 targets as they might look at slightly different orientations angle. Try
comparing these targets to those shown in Fig. 4 to see if you can tell that they are the same.
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generated a second time. These targets are displayed in Fig. 5. While the positions of the
scatterers in Fig. 4 and Fig. 5 nearly overlap, the amplitudes are completely different. This
effect is so striking that the author has difficulty telling that these are the same targets.
The probability assigned to the true target is shown to three decimal places in the upper
left hand corner of these figures. Note that in both Fig. 4 and Fig. 5 the correct target was
identified to a probability of one to three decimal places in every case.

The simulation was run on 1000 simulated data sets, taking about 3 seconds for each
simulation on an SGI Indigo. The first 20 simulated data sets are shown in Fig. 6. The full
output from the simulation is shown in Table 1. This output consists of both a summary
and detailed outputs. The summary output tells one the simulation number, i.e., 1, 2, 3
etc., the true target number, its probability, and the signal-to-noise ratio. The detailed
output contains the unnormalized base 10 logarithm of the probability for each target. In
the 1000 simulations the correct target was identified 999 times; there was only a single mis-
identification. When the mis-identification was investigated, it was found that the generated
target had most of its scatterers buried in the noise while two of them had exceptionally high
signal-to-noise ratio. Under these conditions the unknown target is a better representation
of the data than the true model. Thus the unknown target was understandably identified.

Table 1 illustrates very strongly why the unknown target hypothesis works. To under-
stand it, look at the first simulation. The true target is number 5. The base 10 logarithm
of its probability is 1991.3. Now look at the log probabilities for the other targets for this
first simulation. The target with the second highest probability was the unknown, having
a log probability of 1983.7, roughly seven orders of magnitude down from the true target.
The target with the third highest probability is target 17, it has a log probability of 1456.0,
more than 400 orders of magnitude down. Next, look at a second simulation, say simulation
number 8. The true target is number 20, the no-target model, it’s log probability is 145.49.
The second highest log probability is again the unknown coming in at 139.83. Now examine
all of the simulations in the table except simulation number 3. The unknown hypothesis is
the second highest probability in every case! To understand this, note that the unknown
target essentially fits all of the systematic detail in the data; its likelihood function is es-
sentially identical to the likelihood of the true target (assuming the true target hypotheses
is in the library) . But the unknown has many more parameters. In probability theory
as logic these extra parameters carry a penalty in the form of the prior probabilities. The
priors range for both the location and number of scatterers was 1/N. If there were 3 scat-
terers on the target the unknown would have a prior penalty of 1/N4. The number of data
values, N, was 1024 so the prior penalizes the unknown by a factor of approximately 10'2.
This penalty is so large, that unless the true target is not present, the prior eliminates the
unknown target from consideration. Now examine simulation number 3. The true target is
the unknown. There is no known target present to prevent the unknown target from being

identified.

5 Summary And Conclusions

To use probability theory as logic, one must relate the hypothesis of interest to the avail-
able evidence. This process is one of model building. While building the model one must
state exactly what the hypotheses are and how they are related to the available evidence.
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Fig. 6. This is the data generated in the first 20 simulations. The number in the upper right hand
corner is the number of the true target. The number in the left hand corner is the probability
assigned to this target. Note that the identification was perfect on these 20 targets.
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Table 1: When Is The Unknown Target Identified?

1 True Target: 5, Its probability

is:1.00; S/N=20.0%}

10
15
20

10
15
20

5
10
15
20

10
15
20

10
15
20

10
15
20

10
15

1 342.21 2 823.30 3 819.98 4 828.76
6 820.01 7 338.35 8 341.15 9 824.52
11 337.96 12 338.88 13 1194.3 14 353.80
16 336.93 17 1456.0 18 338.85 19 1983.7
2 True Target: 3, Its probability is:1.00; S/N=20.0}
1 1758.0 2 1981.4 3 5028.1 4 1982.5
6 1983.0 7 655.49 8 627.86 9 2000.7
11 889.01 12 1753.9 13 615.23 14 1754.5
16 2308.5 17 2031.3 18 3189.9 19 5015.5
}
3 True Target: Unknown(19), Its probability is:1.00; S/N=20.0}
1 1475.6 2 1631.9 3 1780.4 4 752.65
6 751.85 7 1443.1 8 749.91 9 1331.7
11 1605.3 12 1298.8 13 1197.2 14 1881.0
16 1244.8 17 1039.6 18 900.19 19 4168.9
4 True Target: 6, its probability is:1.00; S/N=20.0
1 289.23 2 284.32 3 310.25 4 315.44
6 1805.6 7 285.79 8 463.71 9 312.38
11 285.03 12 286.36 13 1584.2 14 465.75
16 285.62 17 309.19 18 286.62 19 1799.6
5 True Target: 14, its probability is:1.00; S/N=20.0
1 615.56 2 596.31 3 599.18 4 391.18
6 390.95 7 387.89 8 390.63 9 965.99
11 1141.0 12 822.83 13 1155.8 14 2287.1
16 600.15 17 391.23 18 389.08 19 2277.0
6 True Target: 13, its probability is:1.00; S/N=20.0
1 331.36 2 662.09 3 327.42 4 331.51
6 1627.0 7 329.55 8 331.98 9 329.65
11 327.76 12 663.45 13 2141.4 14 372.26
16 327.18 17 2010.7 18 328.61 19 2133.4
7 True Target: 12, its probability is:1.00; S/N=20.0
1 633.44 2 630.05 3 633.77 4 2359.5
6 538.65 7 807.69 8 539.81 9 628.92
11 2632.3 12 4219.2 13 540.15 14 644.69
16 902.78 17 540.12 18 2448.6 19 4203.8

20
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1991.3

340.
339.
346.

43
31
57

2026.9

615.

61

1990.0

615.

86

1475.5
1340.6

752.
750.

314.
287.
312.
295.

967 .

00
25

46
84
17
45

78

1158.6

389.
395.

436.
667 .
665.
337.

539.
539.
539.
542.

47
64

72
83
66
16

65
12
97
83



38

8 True Target: No Target(20), its

1 138.97
6 139.23
11 133.77
16 133.91

2 132.39 3
7 134.28 8
12 134.32 13
17 138.39 18

9 True Target: No Target(20), its

1 138.26
6 137.82
11 132.07
16 131.81

10 True Target:

1 126.72

127.59
11 121.17
16 122.42

11 True Target:

1 1358.1
6 436.20
11 1349.7
16 677.75

12 True Target:

1 272.47
6 767.68
11 626.02
16 625.45

13 True Target:

1 1153.0

530.28
11 1240.7
16 1188.0

14 True Target:

1 267.83

1789.7
11 262.97
16 262.69

2 131.78 3
7 133.13 8
12 133.46 13
17 137.37 18

probability is

probability is

G. L. BRETTHORST

133.21 4 139.01
138.86 9 136.85
137.98 14 136.93
134.35 19 139.83

132.10 4 137.90
137.71 9 136.05
136.55 14 135.67
132.92 19 138.88

:1.00; S/N=20.0

5
10
15
20

5
10
15
20

137.
138.
135.
145.

:0.99999; S/N=20.0

137.
136.
134.
144 .

No Target(20), its probability is:0.99999; S/N=20.0

2 120.33 3
7 122.20 8
12 122.16 13
17 125.93 18

9, its probability

2 1409.0 3
7 383.71 8
12 1348.7 13
17 397.55 18

4, its probability

2 756.10 3
7 267.81 8
12 782.11 13
17 757.66 18
18,

2 1156.6 3
7 801.18 8
12 1462.8 13
17 1257.4 18

6, its probability

2 261.75 3
7 265.15 8
12 263.90 13
17 1774.2 18

122.27 4 126.99
126.86 9 124.99
126.27 14 124.92
122.54 19 127.77

is:1.00; S/N=20.0

734.61 4 436.37
688.60 9 2703.1
385.26 14 677.26
682.65 19 2693.2

is:1.00; S/N=20.0

761.39 4 1321.6
272.65 9 764.52
271.55 14 270.32
627.50 19 1315.6

its probability is:1.00; S/N=20.0

613.99 4 769.26
1766.5 9 1103.9
530.03 14 1828.7
3248.9 19 3235.4

is:1.00; S/N=20.0

592.98 4 ©589.68
268.20 9 595.83
1441.5 14 266.55
265.63 19 1783.7

5
10
15
20

10
15
20

10
15
20

10
15
20

10
15
20

126.
126.
123.
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762.
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15 True Target: 17, its probability is:1.00; S/N=20.0

1 331.89 2 327.58 3 427.78 4 332.51 5 1118.6
6 430.92 7 329.53 8 799.51 9 801.72 10 799.39
11 328.05 12 328.45 13 1130.8 14 674.66 15 430.44
16 429.09 17 1730.6 18 853.47 19 1722.6 20 337.69

16 True Target: 7, its probability is:1.00; S/N=20.0

1 557.89 2 1289.4 3 1138.5 4 560.31 5 ©559.63
6 b558.83 7 3525.4 8 598.40 9 560.97 10 758.86
11 1816.4 12 1134.8 13 557.64 14 557.65 15 1191.6
16 1952.9 17 557.83 18 1466.7 19 3511.5 20 561.05

17 True Target: 14, its probability is:1.00; S/N=20.0

1 813.47 2 657.30 3 656.92 4 420.90 5 463.77

420.31 7 1186.4 8 420.59 9 420.18 10 967.40
11 1187.8 12 1350.8 13 962.76 14 2240.8 15 419.36
16 658.86 17 420.70 18 418.35 19 2231.2 20 425.04

18 True Target: 11, its probability is:1.00; S/N=20.0

1 639.06 2 675.18 3 641.23 4 2718.8 5 1425.5
6 641.82 7 666.94 8 641.69 9 642.31 10 671.72
11 5732.9 12 4731.0 13 1432.4 14 1430.0 15 663.53
16 2759.3 17 669.44 18 2620.3 19 5704.7 20 642.51

19 True Target: No Target(20), its probability is:1.00; S/N=20.0

1 130.83 2 123.28 3 124.80 4 130.47 5 129.77
6 130.43 7 125.82 8 130.41 9 127.92 10 129.65
11 125.02 12 125.97 13 129.78 14 128.61 15 127.31
16 125.08 17 129.73 18 125.74 19 131.19 20 136.93

20 True Target: 4, its probability is:0.99997; S/N=20.0

1 272.19 2 585.49 3 ©588.66 4 1329.5 5 ©588.29
6 594.21 7 267.63 8 272.56 9 590.34 10 271.73
11 775.71 12 993.07 13 270.58 14 270.30 15 589.80
16 267.73 17 587.64 18 268.50 19 1325.0 20 277.63

Table 1 illustrates how the unknown target is identified. This is the detailed output from the first 20
simulations. The first line of each entry identifies the true target and its probability. Lines 2 thru 5
for each entry are the base 10 logarithm of the probability for each target. Target 19 is the unknown
target. To see how, when and why the unknown is correctly identified, browse through this table
and compare the log probability for the unknown to that of the true target. The log probability for
the unknown is always less than the true target. However, it is always greater than any of the other
targets. So the unknown is identified whenever the true target is not in the list of library targets.
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In the case of radar target identification, this process has forced the radar target identifi-
cation community to state exactly what is meant by the known, unknown and no-target
hypotheses. In probability theory as logic there is no such thing as nonparametric statistics.
Typically when this term is used, it is used to mean that the number of hypotheses grows
very large. That is to say, the models are so general they can fit virtually any data. But
this is not nonparametric statistics, indeed it is exactly the opposite: there are many more
parameters than data. However, there are a few people who use the term to mean literally
there are no models. Typically, the statistics advocated by these people cannot be derived
from a correct application of the rules of probability theory and, at best, their results are
intuitive and ad hoc.

Probability theory computes the probabilities for hypotheses. It computes the probabil-
ity for parameters only in the sense that the parameter indexes a well defined hypothesis.
Similarly, it test models only in the sense that models are statements of hypotheses. Thus
there is no essential difference between model selection and parameter estimation. The dif-
ferences are conceptual, not theoretical. These conceptual differences manifest themselves
primarily in the prior probabilities. In parameter estimation it is often convenient and
harmless to use improper priors (an improper prior is a function that is used as a prior
probability that is not normalizable). It is convenient because improper priors often sim-
plify the mathematics considerably, and harmless because the infinities so introduced cancel
when the probabilities are normalized. Strictly speaking improper priors are not probabil-
ities at all; rather they are the limit of a sequence of proper priors in the limit of infinite
uncertainty in a hypothesis. As a limit, it must always be approached from well-defined
finite mathematics to ensure one obtains a well behaved result. Use of an improper prior
directly can and will result in disaster in model selection problems because the infinities
don’t generally cancel. For more on this point see Jaynes [11]. In parameter estimation,
when using a uniform prior, the prior ranges cancel when the distribution is normalized.
However, in model selection these prior ranges may or may not cancel. In the numerical
simulation described in this tutorial, the prior range for the constant dc offset and which
target was present canceled. The remaining prior ranges did not cancel, and so affect the
results. These prior ranges essentially set the scale against which different models with dif-
fering parameterizations are compared. So it is vitally important that one think carefully
about these quantities and set them based on the information one actually has.

The probability for a hypothesis C is computed conditional on the evidence Fj - - - Ey,.
This probability is given by P(C|Ej - - - Ey,). Every person who consistently follows the rules
of probability theory will be lead to assign exactly the same probabilities conditional on
that evidence. These probabilities are all of the form of prior probabilities. The distinction
between data, strong prior information, weak prior information, and no prior information
(which strictly speaking cannot exist in real problems) is purely artificial. Evidence is
evidence and it is all used to assign prior probabilities! The principle of maximum entropy
was used here to assign these priors because it assigns priors that are consistent with that
evidence while remaining maximally uninformative. That is to say, the probabilities do not
depend on things one does not know. This is particularly important when assigning the
prior probability for the noise because it allows one to assign probabilities that depend only
on what one actually knows about the true errors in the data and it renders the underlying
sampling distribution of the noise completely irrelevant.
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The calculations indicated by probability theory are often much too complicated to
implement exactly. However, knowing what should be done enables one to reduce the
problem from one of guessing the answer to one of numerical approximation. This is a
tremendous simplification that often leads to simple numerical algorithms which, although
not exact, capture the essence of the probability theory calculation and enable one to solve
problems that would otherwise prove impossible.
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